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Supplement to Oswald, Mitchell, Blanton, Jaccard & Tetlock (2013):
Information on Data Problems Encountered in Greenwald, Poehlman, et al. (2009)
Data Errors and Omissions

(1) Greenwald, Poehlman, et al. (2009) included ICCs for Studies 1 and 2 from Hofmann et al. (2008) in the race domain. Study 1 from Hofmann et al. involved Italians interacting with Italian and African confederates; however, Study 2 involved Germans interacting with German and Turkish confederates. Study 2 thus should have been included in Greenwald, Poehlman, et al.’s “other intergroup relations” domain rather than in the race domain, which was restricted to black-white race relations. We included the effects from Study 2 in our ethnicity/national origin criterion domain. 

(2) Greenwald, Poehlman, et al. (2009) included results reported by Heider and Skowronski (2007), but we subsequently discovered that some of those results were based on falsified  data (Study 1 in Heider & Skowronski) and that others were incomplete (Study 2 in Heider & Skowronski; for further explanation, see Blanton & Mitchell, 2011; see also Heider & Skowronski, 2011). Of course, Greenwald, Poehlman, et al. could not know this fact when including the data in their meta-analysis, but, due to this discovery, we were able to include corrected effect sizes from the Heider and Skowronski data in our meta-analysis. 

(3) Greenwald, Poehlman, et al. (2009) included an effect reported as being from an unpublished study by Sargent and Theil (2001); however, the effect was based on an incorrect conversion of the logistic regression results reported by Sargent and Theil (based on statistical significance rather than effect size). We requested and obtained from Dr. Sargent the correct correlations based on the raw data for use in our meta-analysis. 
(4) Although Shelton, Richeson, Salvatore and Trawalter (2005) met Greenwald, Poehlman, et al.'s requirements for inclusion, its effects were omitted from their meta-analysis. Our meta-analysis includes those effects.

(5) Amodio and Devine (2006) reported a positive correlation for their Study 2, indicating that higher race IAT scores were associated with more negative interactions with a black confederate (r = .33). When we reviewed the same correlation table provided to Dr. Greenwald by Dr. Amodio, we observed that the positive correlation actually should have been negative:  the table indicated that higher race IAT scores, typically viewed as indicative of a more negative implicit attitude towards blacks, were associated with more favorable interactions with a black confederate (contrary to the result originally reported in Amodio & Devine). We contacted Professor Amodio about this possible error, and he acknowledged that it did appear to be an error. We used the properly coded negative correlation (r = -.33) for this ICC from Amodio and Devine (2006). 

(6) Florack, Scarabis and Bless (2001) was published in a German-language journal and focused on two criterion variables related to the evaluation of a young Turkish man, named Ismet. One criterion is a personality judgment taken from 9 personality trait ratings (labeled “Eigenschaftsbeurteilung” in the publication). The other criterion speaks to Ismet's potential guilt or innocence and/or his criminal character, taken from 3 ratings (“Schuldattribution”). Greenwald, Poehlman, et al. only analyzed the guilt-attribution criterion despite the fact that the other ratings conveyed potentially stereotypic negative evaluations (e.g., friendly, polite, aggressive) and despite their similarity to evaluations that were coded for other studies (e.g., McConnell & Leibold, 2001). Because there were 3 experimental conditions, this omission eliminated three of six ICCs and three of six IECs. We included all of these effects in our meta-analysis. 
Inconsistent Treatment of Effects by Criterion Scoring Method
Examples of inconsistencies in treatment of criterion scores for within-subject designs. Ashburn-Nardo, Knowles and Monteith (2003) used the race IAT to predict black versus white partner preferences; Cunningham et al. (2004) and Richeson et al. (2003) used the race IAT to predict neurological responses to black versus white stimuli; and Glaser and Knowles (2008) used the race IAT to predict differences in the tendency to shoot at armed or unarmed blacks versus whites in a computer simulation. In each of these studies, IAT data could be linked to a black criterion (behavior toward a black person), a white criterion (behavior toward a white person), or the difference between the black-target and white-target scores. For each of these studies, Greenwald, Poehlman, et al. treated the difference score as the criterion of interest, although the other scores are available in each study. 

Inconsistency arises in the treatment of the data from these studies versus similar studies. For instance, Hugenberg and Bodenhausen (2003) conducted two studies testing whether the race IAT predicted the speed with which black versus white faces were categorized as hostile. ICCs from these studies were obtained by request rather than from the publication. However, only ICCs for the black criterion were requested by Dr. Greenwald for inclusion in the meta-analysis, not the ICCs based on the white criterion or black-white difference score, as above. In contrast, for Heider and Skowronski (2007), Greenwald, Poehlman, et al. obtained through e-mail correspondence the ICCs for both the black criterion and the black-white difference score criterion. Rather than include only the difference score criterion, however, as was the case with some of the aforementioned studies, Greenwald, Poehlman, et al. used an unweighted average of both of these ICCs.

Examples of inconsistency in treatment of criterion scores from between-subject designs. In between-subject designs, it is impossible to compute a black-white difference score, because participants in different conditions are exposed only to white targets or black targets. For these studies, Greenwald, Poehlman, et al. sometimes included ICCs from both target conditions, and sometimes they did not. For example, Rudman and Lee (2002) examined the tendency to make stereotypic ratings of a black (n = 38) or white (n = 37) target in a between-subjects design. Effects from both conditions were available (Rudman & Lee, 2002, Table 3), but the Greenwald, Poehlman, et al. used only the ICC for the black criterion. This same strategy was used for effects in Richeson and Shelton (2003). In contrast, effects from both the black target and white target conditions in Green et al. (2007) appear to have been included. 

Inconsistent Treatment of Conceptually Similar Effects
Examples of inconsistency in the inclusion/exclusion of measures of derived from moderator variables. Glaser and Knowles (2008) used four different race IATs – race-weapons implicit associations, black-white implicit attitudes, implicit attitudes towards prejudice, and implicit belief that one’s self is prejudiced – yielding four ICCs. Greenwald, Poehlman, et al. used only ICCs from the first two IATs (which had the highest values), apparently on the grounds that the excluded effects of self-knowledge and motivation to control prejudice would only have indirect effects on criterion outcomes. It is unclear what criteria justified exclusion of the two smaller ICCs in this study.  Greenwald, Poehlman et al. (2009) “sought to include all studies that reported predictive validity correlations involving four types of IAT measures of association strengths: attitudes (concept–valence associations), stereotypes (group–trait associations), self-concepts or identities (self–trait or self– group associations), and self-esteem (self–valence associations)” (p. 19).  In Glaser and Knowles (2008), implicit attitude towards prejudice appears to be a concept-valence association and implicit belief that one’s self is prejudiced appears to be a self-concept or identity.  And, there is a theoretical basis for expecting that either might predict discrimination-related criteria (e.g., Conrey et al., 2005).  It thus appears these effects should have been included in their estimates given their broad inclusion criteria.  However, we chose to eliminate these same ICCs for our estimates, but we did so because our examination had a more narrow concern.  We sought only to include effects reporting the degree of association between a discrimination-related criterion and an implicit or explicit measure of intergroup bias involving affective, evaluative, or semantic associations with a group.
Examples of inconsistent methods of aggregating multiple effects. Some studies included in Greenwald, Poehlman, et al. reported the relationship of the race IAT to multiple criteria rather than just a single criterion. Greenwald and colleagues typically dealt with multiple ICCs involving the same individuals by averaging across them. Although such averaging yields flawed estimates of standard errors (Borenstein, Hedges, Higgins, & Rothstein, 2009), this is not an unusual practice in meta-analysis when the number of such dependencies is relatively small, which is not the case for these IAT criterion studies. The more specific problem we emphasize here is that the averaging method employed was inconsistent. 

In some instances, all possible ICCs were computed and then averaged. In other instances criteria were averaged and then one ICC was computed. For instance, McConnell and Leibold (2001) collected race IAT data and 15 behavioral criteria that were focused on different facets of a participant’s interaction with a white versus a black experimenter. Greenwald, Poehlman, et al. treated each of these 15 criteria as equally weighted criteria. In contrast, for Maner et al. (2005), Greenwald, Poehlman, et al. analyzed only aggregated data for Maner et al. (2005), even though the non-aggregated data were also made available to them. A review of the correspondence surrounding the meta-analysis reveals inconsistencies based on when Greenwald, Poehlman, et al. (1) computed independent ICCs and then averaged these ICCs, (2) directed researchers to average criteria and then compute ICCs, or (3) pursued some combination of these strategies.  Our approach was to enter multiple effects separately, applying the random-effects model of meta-analysis proposed by Hedges, Tipton and Johnson (2010).
Examples of inconsistencies in the treatment of multiple similar criterion measures within a study. In Study 3 reported in Amodio and Devine (2006), participants read an essay written by a fictitious black person; they then provided three sets of criterion data by rating the perceived ability of the writer and the quality of the essay and by choosing a seat at some distance from the chair that the essay writer would supposedly occupy. Ratings and seating distance were then correlated with a race-attitudes IAT and a race-stereotypes IAT, producing six ICCs. However, Greenwald, Poehlman, et al. included only four of the six possible correlations:  all three ICCs for the stereotype IAT were entered, but for the race IAT, only the ICC for seating distance was used. The two excluded ICCs were smaller and in the opposite direction, suggesting that higher bias scores on the race IAT were associated with less negative evaluations of the black essay writer and his essay ( r = -.24 and r = -.06). Yet the same type of ICCs from Study 2 of Amodio and Devine were included in Greenwald, Poehlman, et al.’s meta-analysis, involving race IAT scores and ratings of a black essay writer as lazy, dishonest, unintelligent, and not trustworthy. The decision to exclude effects from Study 3 of Amodio and Devine also seems inconsistent with the decision to include an ECC from Rudman and Lee (2002) based on the correlation between scores on the Modern Racism Scale and potentially stereotypic ratings of a black target. 
Inconsistency in the treatment of unreported effects. Examples of inconsistency in the inclusion of effects not reported in a publication are found in the treatment of studies that used measures of brain activity as the criterion measure. A number of the correlations for this type of criterion were unusually large (r > 0.60), but it appears that not all available ICCs from these studies were obtained or included. For example, Cunningham et al. (2004) presented participants with pictures of black or white faces for either 30 ms or 525 ms, while simultaneously collecting brain imaging data via an event-related fMRI. Of interest were the changes in brain activity during stimulus presentations and how these changes might relate to IAT scores. Greenwald, Poehlman, et al. (2009) indicated a single ICC for this study of r = .79, a small-sample (N = 11) correlation that is arguably very close to the ceiling that reliability estimates would predict. However, this one effect-size estimate was taken from only the 30 ms presentation condition and was based on only one region of the brain (the amygdala). No significant correlation between amygdala activation and the race IAT was found in the 525 ms condition, nor were any significant zero-order correlations found for the 14 other areas of the brain examined by Cunningham et al. (2004, Table 2). Richeson et al. also gathered fMRI data while participants examined images of white or black faces, but Richeson et al. projected the images for 2 seconds (2000 ms), ensuring that the stimuli were supraliminal. Richeson et al. report statistically significant correlations between the race IAT and differences in brain region activation located in the right anterior cingulate and right middle frontal gyrus section of the dorsolateral prefrontal cortex (DLPFC). Cunningham et al. (2004) collected imaging data on these same regions but reported null results that Greenwald, Poehlman, et al. did not include. It is unclear whether Richeson et al. collected data on amygdala activation, as no effects were reported for that region. What is clear, however, is that four ICCs from Richeson et al. from regions other than the amygdala were entered into Greenwald, Poehlman, et al.’s meta-analysis, and each of these ICCs was in the high end of the distribution of ICCs within Greenwald, Poehlman, et al.’s data set (r’s ranging from .44 to .70).  Greenwald and colleagues requested effects from the researchers in both of these cases, but not the overlapping effects related to the same brain regions.
Potential inconsistencies in this category point to a limitation in the use of brain imaging results as criterion variables for this type of systematic review.  Cunningham et al. and Richeson et al. employed methods where many comparable brain regions could be examined and compared across studies, but where discrepancies might arise in what data are presented in published reports. Due to these issues, we question the viability of estimating the ICC (or ECC) from published reports in this criterion domain.  However, we pursued estimation in our analysis to be inclusive of all domains covered in Greenwald, Poehlman et al. (2009).
Problems with Moderator Coding

Because many effects in Greenwald, Poehlman, et al. average across a diversity of variables and conditions within studies, their moderator analyses overlook possible sources of important heterogeneity. Whenever different variables or conditions within a study received different moderator codings, Greenwald, Poehlman, et al. calculated and used the average of the codings in their moderator analyses, just as they did with the correlations themselves. This approach allows for the assumptions of a meta-analysis of independent effects to be met, but it does so at the cost of masking potentially important variation on the moderators and on effects within studies. Of more specific concern were inconsistencies in the coding of identical or nearly identical variables across studies.  


Complementarity of IAT attitude objects. Greenwald, Poehlman, et al. rated IATs for the degree to which liking one of the two IAT target categories implied disliking the other. These ratings appear to be inconsistent, or at least the rationale behind the distinctions is not intuitive and was not expressed by the authors. For instance, self and other IATs were rated as extremely non-complementary (1 on a 9-point scale), gender IATs were rated just slightly more complementary (2 on the 9-point scale), and race IATs were rated slightly higher (mostly 3’s but some 2.5’s on the 9-point scale). No explanation is given for why these distinctions were made across IATs or among race IATs. 


Correspondence between the criterion and implicit/explicit measure. Greenwald, Poehlman, et al. rated the degree of correspondence between the criterion measure and the IAT and the explicit measure. Within the race domain, the IAT and explicit measures were often rated identically and near the middle of the 1-7 correspondence scale, yet obvious differences are supposed to underlie implicit and explicit measures and they often address attitudes at different levels of specificity (i.e., either these correspondence ratings should be reconsidered, or perhaps correspondence is better treated as a multidimensional construct rather than a unidimensional one). In addition, there are inconsistencies in ratings of correspondence across criterion variables. For instance, similar or identical explicit measures were given different ratings of correspondence with similar or identical criterion measures, and such inconsistencies were observed across a diverse range of criteria, including amygdala activation, seating distance and applicant choice. As one clear example, both Vanman et al. (2004) and Ziegert and Hanges (2005) examined whether the race IAT predicted participant ratings of hypothetical applicants, yet different correspondence ratings were given to these studies. In other instances, very different types of criterion measures were given the same rating despite differences in the likely correspondence between behavior and the accessibility of attitudes. For example, the explicit measures for Vanman et al. (2004) were given the same correspondence ratings across criterion measures despite one criterion involving applicant choice and the other involving EMG measures of smiling or frowning.

Ease of conscious control. Greenwald, Poehlman, et al. rated criterion measures for ease of conscious control, but there were a number of inconsistencies in the coding of this moderator variable. In some cases, identical criterion measures received different ratings. For instance, the seating distance criterion from Amodio and Devine (2006) was rated a 7 on the 1-10 controllability scale, yet the seating distance criterion from McConnell and Leibold (2001) was rated 2.5 on the same scale; the criterion measures in Carney et al. (2006) and Vanman et al. (2004) received different controllability ratings, despite both being EMG measures of smiling activity. Conversely, some criterion measures that surely differed in their controllability were given the same ratings. For instance, all of the criterion measures in Vanman et al. (2004) were rated at the middle of the scale, although two involved EMG data and a third involved explicit choices between a black or white partner. And some ratings simply seem hard to justify. For instance, confederates’ explicit ratings of interaction quality from Carney (2006) were rated at the bottom of the controllability scale (ratings of .5 and 1); these ratings appear to be too low in an absolute sense, and in a relative sense they are very similar to the controllability rating given to fMRI data in Cunningham et al. (2004) and Richeson et al. (2003) (both were rated 1) and fMRI data from Phelps et al. (2000) (which received a rating of 0). 

Social sensitivity of the implicit/explicit measure. For each study, Greenwald, Poehlman, et al. rated explicit measures and the IAT for the degree to which a self-report of the construct in question might raise participant concerns about the impression made on others. Note that these ratings focused solely on the explicit measure and the IAT; the ratings are not the same as other ratings that could be made for the social desirability demands in the study as a whole or for the criterion variable. With one exception (Ashburn-Nardo et. al., 2003), the race IAT and explicit measures were given the same social desirability ratings whenever both types of measures were used in a study. Because there was no variation in ratings within the race domain and because of the nature of the operational definition employed, this moderator could not be used to assess the relative predictive ability of the IAT or explicit measures of racial bias in the presence of social desirability concerns.
Going Forward

The statements in this supplement and the article that are critical of Greenwald, Poehlman, et al. (2009) are intended to be constructive and are meant to identify for others issues that must be dealt with when conducting a meta-analysis of what can be a difficult body of work to synthesize.  Any coding system applied to the sorts of complex stimuli of interest involved in implicit cognition research will be subject to error and second-guessing.  We encourage researchers who believe they have located an error in our meta-analysis or who have different interpretations of our results to share that information with us.  We will attempt at some point to aggregate this information and make it and any response we may have public (via the lead author’s website or some other means indicated on the lead author’s website) so that others may benefit from the dialogue.  We also encourage researchers to build on our data set to examine the impact of new effects and alternative moderators.  
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